
Part 3: Linear Regression and Analysis of Variance 

3.1 Simple linear regression 

In linear regression we study the relation between a random variable 𝑌, whose values depend on one (𝑥) or 

more (𝑥1, … , 𝑥𝑘) “independent” variables and a random error 𝜀. In this section we will restrict ourselves to a 

(linear) relation of 𝑌 and one 𝑥: simple linear regression. The aim is to predict the value of 𝑌 if we know 

(choose or observe) 𝑥. 

Example 3.1.1 

A chemist considers the reduction of 𝑁𝑂𝑥-emission of cars by adding a catalyst to the petrol. 

These are the results of a first trial with 10 identical cars, but the quantity of catalyst is chosen differently.  

  

  

  

Define 

                 𝒙𝒊 = “the number of units of catalyst (per litre)” and 

                 𝒚𝒊 = “the observed reduction in 𝑁𝑂𝑥-emission” for car 𝑖, where 𝑖 = 1,2, … ,10 

A scatter diagram gives a graphical presentation of the observed 10 points (𝑥𝑖 , 𝑦𝑖) 

 

This graph shows that the reduction seems to increase as the quantity of catalyst is increased and the relation 

seems to be roughly linear.  

We want to know (e.g.) how strong this relation is, what the increase of the reduction is if one extra unit of 

catalyst is added and whether this increase is “significant”, what the average reduction will be if for all cars 

if 5 units are added and what the reduction for one single car is (at a 95% confidence level).                        ∎ 

To answer the questions in the example we need a probability model of the data, so in general for a sample 

of pairs of size 𝑛: (𝑥1, 𝑦1), (𝑥2, 𝑦2), … , (𝑥𝑛, 𝑦𝑛). 

The numbers 𝑦𝑖 are the outcomes of the dependent variable. We want predict / explain those values by 

means of the values 𝑥𝑖 of the explanatory variable 𝑥. 

 

Definition 3.1.2 (The linear regression model) 

                               𝑌𝑖 = 𝛽0 + 𝛽1𝑥𝑖 + 𝜀𝑖,  

                        where the errors 𝜀1, 𝜀2, … , 𝜀𝑛 are assumed to be independent and all 𝑁(0, 𝜎2)-distributed and  

                        𝛽0, 𝛽1 and 𝜎2 are unknown parameters. 

 

Remarks: 

 The 𝑥𝑖`s are the values of the explanatory (or predictor) variable 𝑥: not random, often chosen. 

car 1 2 3 4 5 6 7 8 9 10 

𝑥𝑖 1 1 2 3 4 4 5 6 6 7 

𝑦𝑖 2.1 2.5 3.1 3.0 3.8 3.2 4.3 3.9 4.4 4.8 



 The observed 𝑌𝑖`s of the dependent variable 𝑌 are independent variables. Instead of definition 

3.1.2 one can state that 𝑌𝑖 ~ 𝑁(𝛽0 + 𝛽1𝑥𝑖 , 𝜎2) and 𝑌1, 𝑌2, … , 𝑌𝑛 are independent. Note that the 

variance of 𝑌𝑖 does not depend on 𝑥𝑖. The expectation of Y, given the value of x, can be denoted as 

𝐸(𝑌|𝑥). 
 

The presented graph illustrates the  

foregoing remarks. 

The regression line 𝑦 = 𝛽0 + 𝛽1𝑥 

gives the expected value of 𝑌, for all 

possible values of 𝑥, whereas the error  𝜀 is 

a coincidental deviation from this line. This 

noise is attaining a value according to a 

normal distribution with mean 0 and fixed 

variance 𝜎2. The regression line gives the 

theoretical model, with unknown 

parameters. 

 

The least squares estimators 

Estimates of the regression constant 𝜷𝟎 and the regression coefficient 𝜷𝟏 (the slope of the regression line) 

Estimation are found by minimizing the following sum of squares ∑ (𝑦𝑖 − 𝛽0 − 𝛽1𝑥𝑖)2
𝑖   as a function of 𝛽0 

and 𝛽1. 

Writing 𝑓(𝑏0, 𝑏1) = ∑ (𝑦𝑖 − 𝑏0 − 𝑏1𝑥𝑖)2
𝑖   we find: 

𝜕𝑓

𝜕𝑏0
= 0   and  

𝜕𝑓

𝜕𝑏1
= 0  ⇔ ∑ −2(𝑦𝑖 − 𝑏0 − 𝑏1𝑥𝑖)

𝑖

= 0   and  ∑ −2𝑥𝑖(𝑦𝑖 − 𝑏0 − 𝑏1𝑥𝑖)

𝑖

= 0     

                                                 ⇔ 𝑛𝑏0 + 𝑏1 ∑ 𝑥𝑖 = ∑ 𝑦𝑖      and     𝑏0 ∑ 𝑥𝑖 + 𝑏1 ∑ 𝑥𝑖
2 = ∑ 𝑥𝑖𝑦𝑖 

             ⇔ ⋯  ⇔ 𝑏0 = �̅� − 𝑏1�̅�    and 𝑏1 =
∑ (𝑥𝑖 − �̅�)(𝑦𝑖 − �̅�)𝑖

∑ (𝑥𝑖 − �̅�)2
𝑖

 

This sole pair of solutions must supply a minimum of 𝑓, since 𝑓 is a unbounded sum of squares. 

We will denote the least squares solutions as the maximum likelihood estimators of 𝛽0 and 𝛽1 (which can be 

proven to be true): 

�̂�0 = �̅� − 𝑏1�̅�   and �̂�1 =
∑ (𝑥𝑖 − �̅�)(𝑦𝑖 − �̅�)𝑖

∑ (𝑥𝑖 − �̅�)2
𝑖

 are 𝐭𝐡𝐞 𝐥𝐞𝐚𝐬𝐭 𝐬𝐪𝐮𝐚𝐫𝐞𝐬 𝐞𝐬𝐭𝐢𝐦𝐚𝐭𝐞𝐬  and  

�̂�0 = �̅� − 𝑏1�̅�    and �̂�1 =
∑ (𝑥𝑖 − �̅�)(𝑌𝑖 − �̅�)𝑖

∑ (𝑥𝑖 − �̅�)2
𝑖

 are 𝐭𝐡𝐞 𝐥𝐞𝐚𝐬𝐭 𝐬𝐪𝐮𝐚𝐫𝐞𝐬 𝐞𝐬𝐭𝐢𝐦𝐚𝐭𝐨𝐫𝐬. 

Since both estimators are linear combinations of the independent and normally distributed 𝑌𝑖`𝑠, �̂�0  and �̂�1 

are normally distributed as well: 

�̂�1  ~ 𝑁 (𝛽1,
𝜎2

∑ (𝑥𝑖 − �̅�)2
𝑖

)    and   �̂�0   ~  𝑁 (𝛽0, 𝜎2 [
1

𝑛
+

𝑥
2

∑ (𝑥𝑖 − �̅�)2
𝑖

]) 

 

Hence both estimators are unbiased: 𝐸(�̂�0) = 𝛽0 and 𝐸(�̂�1) = 𝛽1. 

The estimators of the parameters 𝛽0 and 𝛽1 in the linear relation between 𝐸(𝑌) and 𝑥, 𝐸(𝑌|𝑥) = 𝛽0 + 𝛽1𝑥𝑖, 

can be shown to be the maximum likelihood estimators, which is, apart from a factor, almost true for the 

estimator 𝑆2 of the variance 𝜎2 as well.  

 



Note that  

 The estimated (or fitted) regression line �̂� = �̂�0 + �̂�1𝑥 provides a prediction of 𝑌 for given 𝑥. 

 For each observation (𝑥𝑖 , 𝑦𝑖) we have a residual (vertical deviation from the fitted line)  

𝑒𝑖 = 𝑦𝑖 −  �̂� = 𝑦𝑖 − (�̂�0 + �̂�1𝑥𝑖) 

 ∑ 𝑒𝑖
2

𝑖 = ∑ (𝑦𝑖 − �̂�0 + �̂�1𝑥𝑖)
2

𝑖  is the variation about the fitted line, which has expectation (𝑛 − 2)𝜎2. 

 

The results are shown in the following property: 

 

Property 3.1.3 

a. �̂�0 = �̅� − 𝑏1�̅�    and �̂�1 =
∑ (𝑥𝑖−�̅�)(𝑌𝑖−�̅�)𝑖

∑ (𝑥𝑖−�̅�)2
𝑖

 are 𝐭𝐡𝐞 𝐥𝐞𝐚𝐬𝐭 𝐬𝐪𝐮𝐚𝐫𝐞𝐬 𝐞𝐬𝐭𝐢𝐦𝐚𝐭𝐨𝐫𝐬. 

b. �̂�1  ~ 𝑁 (𝛽1,
𝜎2

∑ (𝑥𝑖−�̅�)2
𝑖

)    and   �̂�0   ~  𝑁 (𝛽0, 𝜎2 [
1

𝑛
+

𝑥
2

∑ (𝑥𝑖−�̅�)2
𝑖

]) 

c. The regression variance 𝑆2 = ∑ (𝑌𝑖 − �̂�0 − �̂�1𝑥𝑖)
2

𝑖 (𝑛 − 2)⁄  is an unbiased estimator of 𝜎2  

d. 
(𝑛−2)𝑆2

𝜎2 ~ 𝜒𝑛−2
2   

 

One may say that estimation of the two parameters 𝛽0 and 𝛽1 “costs” two degrees of freedom, in order to 

estimate 𝜎2 (similar as the sample variance for the case of a normal distribution with one unknown µ). 

 

Example 3.1.4 (continuation of example 3.1.1) 

 

 

 

From this we find: ∑ (𝑥𝑖 − 𝑥)2
𝑖 = (𝑛 − 1)𝑠𝑥

2 = 9 × 4.544 = 40.9  

and likewise ∑ (𝑦𝑖 − 𝑦)2
𝑖 = (𝑛 − 1)𝑠𝑌

2  and furthermore: ∑ (𝑥𝑖 − 𝑥)(𝑦𝑖 − 𝑦)𝑖 = 15.81 

The least squares estimates are �̂�1 =
∑ (𝑥𝑖−�̅�)(𝑦𝑖−�̅�)𝑖

∑ (𝑥𝑖−�̅�)2
𝑖

=
15.81

40.9
≈ 0.387  and 

                                                  �̂�0 = �̅� − 𝑏1�̅� = 3.51 − 0.387 × 3.9 = 2.002 

and the least squares regression line is �̂� = �̂�0 + �̂�1𝑥 = 𝟐. 𝟎𝟎𝟐 + 𝟎. 𝟑𝟖𝟕𝒙 

For (e.g.) 𝑥 = 5 a prediction of the reduction is �̂� = 2.002 + 0.387 × 5 ≈ 3.94% 

The residual for observation No. 7, (5, 4.3) is 𝑒7 ≈ 3.94 − 3.51 = 0.43. 

All the residuals: 

 

  

 

 

car 1 2 3 4 5 6 7 8 9 10 Result calculator 

𝑥𝑖 1 1 2 3 4 4 5 6 6 7 𝑥 = 3.9  and 𝑠𝑥
2 = 4.544 

𝑦𝑖 2.1 2.5 3.1 3.0 3.8 3.2 4.3 3.9 4.4 4.8 𝑦 = 3.51  and 𝑠𝑌
2 = 0.761 

𝑥𝑖 1 1 2 3 4 4 5 6 6 7 

𝑦𝑖 2.1 2.5 3.1 3.0 3.8 3.2 4.3 3.9 4.4 4.8 

�̂�𝑖 2.39 2.39 2.78 3.16 3.55 3.55 3.94 4.32 4.32 4.71 

𝑒𝑖 -0.29 0.11 0.32 -0.16 0.25 -0.35 0.36 -0.42 0.08 0.09 



Note that 1.  ∑ 𝑒𝑖𝑖 = 0 (this equality holds in general) and 𝑠2 =
1

8
∑ 𝑒𝑖

2
𝑖 ≈ 0.0923.   

                2. There is no pattern visible in the residual plot, which is an indication of a correct model.      ∎ 

Now we are ready to construct a confidence interval for and a test on the slope (regression coefficient) 𝛽1: 

Since �̂�1  ~ 𝑁 (𝛽1,
𝜎2

∑ (𝑥𝑖−�̅�)2
𝑖

)   we have 
 �̂�1−𝛽1 

𝜎2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

 ~ 𝑁(0,1), where 𝜎2 can be estimated by the 

regression variance 𝑆2, resulting in a variable 
 �̂�1−𝛽1 

𝑆2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

, that has a t-distribution with 𝑛 − 2 degrees of 

freedom. 

Now we can construct a confidence interval and a test of 𝛽1. 

 

Property 3.1.5 

If the linear regression model applies (definition 3.1.2) applies to observed points (𝑥1, 𝑦1), … , (𝑥𝑛, 𝑦𝑛), then 

 𝐚.   (1 − 𝛼)100%𝐶𝐼(𝛽1) = (�̂�𝟏 − 𝒄
𝑺

√∑ (𝒙𝒊 − �̅�)𝟐
𝒊

, �̂�𝟏 + 𝒄
𝑺

√∑ (𝒙𝒊 − �̅�)𝟐
𝒊

) , where 𝑃(𝑇𝑛−2 ≥ 𝑐) =
1

2
𝛼 

b. If we test 𝐻0: 𝛽1 = 0 against 𝐻1: 𝛽1 ≠ 0 can be conducted with test statistic 𝑻 = 
 �̂�𝟏− 𝟎 

√𝑺𝟐 ∑ (𝒙𝒊−�̅�)𝟐
𝒊⁄

:  

reject 𝐻0 if 𝑇 ≥ 𝑐  or 𝑇 ≤ −𝑐 where 𝑐 is such that 𝑃(𝑇𝑛−2 ≥ 𝑐) =
1

2
𝛼. 

Remarks: 

1. It can be shown that the test given in b. is the likelihood ratio test. 

2. Of course, depending on the research question, the interval and test in property 3.1.5 can be stated as an  

    upper- or lower-tailed interval/test. 

3. Similarly we can construct an interval and test on the parameter 𝛽0, but usually we are more interested in  

    the slope. 

4. The standard error 
𝑺

√∑ (𝒙𝒊−�̅�)𝟐
𝒊

 of �̂�1 is denoted for short as 𝑆𝐸(�̂�1) and can be found in the output of programs. 

 

Example 3.1.6 (continuation of example 3.1.4) 

Natural questions for the reduction of 𝑁𝑂𝑥-emission data could be: 

Do the data prove that increase the quantity of catalyst increases the reduction (α = 1%)? And, if so, give an 

interval estimate for the obtained extra reduction when increasing the catalyst by one unit (at a 95% level). 

The requested test on 𝛽1: 

1. Model for the 10 points: 𝑌𝑖 = 𝛽0 + 𝛽1𝑥𝑖 + 𝜀𝑖,  

                where the errors 𝜀1, 𝜀2, … , 𝜀𝑛 are assumed to be independent and all 𝑁(0, 𝜎2)-distributed. 

2. Test 𝐻0: 𝛽1 = 0 against 𝐻1: 𝛽1 > 0 with α = 1%. 

3. Test statistic 𝑇 =  
 �̂�1− 0 

√𝑆2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

:  

4. 𝑇 has under 𝐻0 a 𝑡10−2-distribution, 

5. Since �̂�1 =
15.81

40.9
≈ 0.387, 𝑠2 ≈ 0.0923    and ∑ (𝑥𝑖 − �̅�)2

𝑖 = 40.9 ,  𝑡 =
0.387

√0.0923 40.9⁄
≈ 8.147 

6. Reject 𝐻0, if 𝑇 ≥ 𝑐, where 𝑐 = 2.896, such that 𝑃(𝑇 ≥ 𝑐) = 1%. 

7. 𝑡 ≈ 8.147 > 2.869 = 𝑐, so we reject 𝐻0 

8. At a 1% level of significance we proved that the linear model “works”. 



A 95%-confidence interval for the slope 𝛽1, can be computed with 𝑐 = 2.306 such that 𝑃(𝑇 ≥ 𝑐) = 2.5%: 

95%-CI(𝛽1) = (�̂�1 − 𝑐
𝑆

√∑ (𝑥𝑖−�̅�)2
𝑖

, �̂�1 + 𝑐
𝑆

√∑ (𝑥𝑖−�̅�)2
𝑖

) = (0.387 − 2.306 ∙ √
0.0923

40.9
, 0.387 + 0.048) 

                    = (0.339, 0.435) 

“We are 95% confident that the expected reduction increases between 0.34 and 0.44 per unit of catalyst.” ∎ 

 

Confidence interval and test for 𝑬(𝒀|𝒙∗) = 𝜷𝟎 + 𝜷𝟏𝒙∗ for a given 𝒙∗ 

Of course �̂�0 + �̂�1𝑥∗ is the appropriate estimator for 𝐸(𝑌|𝑥∗): it is unbiased and, since both �̂�0 and �̂�1 are 

linear combinations of the independent and normally distributed 𝑌𝑖 , we find: 

�̂�0 + �̂�1𝑥∗  ~ 𝑁 (𝛽0 + 𝛽1𝑥∗, 𝜎2 [
1

𝑛
+

(𝑥∗ − 𝑥)2

∑ (𝑥𝑖 − �̅�)2
𝑖

]) 

and 
(�̂�0 + �̂�1𝑥∗) − (𝛽0 + 𝛽1𝑥∗)

√ 𝑆2 [
1
𝑛

+
(𝑥∗ − 𝑥)2

∑ (𝑥𝑖 − �̅�)2
𝑖

]

  ~ 𝑡𝑛−2    , 

which results in the following 

 

Property 3.1.7 

For the simple linear regression model: 

a. A 100(1-α)%-confidence interval for 𝐸(𝑌|𝑥∗) = 𝛽0 + 𝛽1𝑥∗ is given by its bounds  

�̂�𝟎 + �̂�𝟏𝒙∗   ±   𝒄√ 𝑺𝟐 [
𝟏

𝒏
+

(𝒙∗ − 𝒙)𝟐

∑ (𝒙𝒊 − �̅�)𝟐
𝒊

] , where 𝑐 is such that 𝑃(𝑇𝑛−2 ≥ 𝑐) =
1

2
𝛼  

b. The test statistic for a test on 𝐻0: 𝐸(𝑌|𝑥∗) = 𝜇∗ is  

𝑻 =
(�̂�𝟎 + �̂�𝟏𝒙∗)  −  𝝁∗

√ 𝑺𝟐 [
𝟏
𝒏

+
(𝒙∗ − 𝒙)𝟐

∑ (𝒙𝒊 − �̅�)𝟐
𝒊

]

       and          𝑻  ~
𝑯𝟎

  𝒕𝒏−𝟐 

 

An example is given in example 3.1.9. Note that a confidence for the expectation of 𝑌 is conceptually the 

same as the confidence interval for the population mean µ for the one sample normal problem: it provides an 

interval for the mean of the subpopulation of elements, all having the same 𝑥-value 𝑥∗. One could say that 

the interval “predicts the mean of all population elements with 𝑥∗, not a single observation 𝑌 with 𝑥∗. 

The latter requires a prediction interval for a single (new) observation 𝒀𝒏+𝟏 for given 𝒙∗. 

𝑌𝑛+1 can be estimated using the available (𝑥1, 𝑦1), … , (𝑥𝑛, 𝑦𝑛) by  𝒀∗ = �̂�𝟎 + �̂�𝟏𝒙∗. 

Assuming that the sample and the new observation, that is 𝑌1, … , 𝑌𝑛, 𝑌𝑛+1 are independent, we find for the 

prediction error 𝑌𝑛+1 − 𝑌∗: 

𝑌𝑛+1 − 𝑌∗  ~  𝑁(0, 𝜎2 [1 +
1

𝑛
+

(𝑥∗ − 𝑥)2

∑ (𝑥𝑖 − �̅�)2
𝑖

]    and 
𝑌𝑛+1 − 𝑌∗  

√𝜎2 [1 +
1
𝑛

+
(𝑥∗ − 𝑥)2

∑ (𝑥𝑖 − �̅�)2
𝑖

] 

 ~ 𝑁(0,1) 

Replacing 𝜎2 by the sample regression variance 𝑆2 we can construct an interval for 𝑌𝑛+1: 



 

Property 3.1.8 

The bounds of a (1-α)100%-prediction interval for a new observation 𝑌𝑛+1 for given 𝑥∗ are  

�̂�𝟎 + �̂�𝟏𝒙∗ ± 𝒄√𝑺𝟐 [𝟏 +
𝟏

𝒏
+

(𝒙∗ − 𝒙)𝟐

∑ (𝒙𝒊 − �̅�)𝟐
𝒊

] , where 𝑐 is such that 𝑃(𝑇𝑛−2 ≥ 𝑐) =
1

2
𝛼 . 

 

Example 3.1.9 (continuation of example 3.1.1, 4 and 6) 

We will use the results in 3.1.4 to find a confidence interval of 𝐸(𝑌|𝑥∗) and a prediction interval for a new 

observation 𝑌11, both for the number of units of catalyst 𝑥∗ = 5 and at a 95%-level of confidence:  

𝑥 = 3.9  , ∑ (𝑥𝑖 − 𝑥)2
𝑖 = (𝑛 − 1)𝑠𝑥

2 = 40.9, 𝑠2 ≈ 0.0923 , �̂�0 ≈ 2.002  and �̂�1 ≈ 0.387,  

so the estimate of 𝐸(𝑌|𝑥∗ = 5) and the prediction of 𝑌11 is �̂� = �̂�0 + �̂�1𝑥∗ = 2.002 + 0.387 ∙ 5 = 3.937. 

Furthermore 𝑐 = 2.306 such that 𝑃(𝑇8 ≥ 𝑐) =
1

2
𝛼 = 0.025 

For the 95%-confidence interval we have √ 𝑠2 [
1

𝑛
+

(𝑥∗−𝑥)2

∑ (𝑥𝑖−�̅�)2
𝑖

] = √0.0923 [
1

10
+

(5−3.9)2

40.9
]  ≈ 0.109, so: 

𝟗𝟓%𝑪𝑰(𝜷𝟎 + 𝜷𝟏 ∙ 𝟓) = (3.937 − 0.252, 3.937 + 0.252) ≈ (𝟑. 𝟔𝟖, 𝟒. 𝟏𝟗) 

Interpretation of this interval: “We are 95% confident that the mean reduction of 𝑁𝑂𝑥-emission of one car is 

between 3.68% and 4.19%, if 5 units of catalyst are added to one litre of petrol of all cars.” 

The Standard Error for the prediction interval for 𝑥∗ = 5   is √ 𝑠2 [1 +
1

𝑛
+

(𝑥∗−𝑥)2

∑ (𝑥𝑖−�̅�)2
𝑖

] ≈ 0.323 and the 

interval                𝟗𝟓%𝑷𝑰(𝒀𝟏𝟏) = (3.937 − 0.745, 3.937 + 0.745) ≈ (𝟑. 𝟏𝟗, 𝟒. 𝟔𝟖)       

“At a 95%-level of confidence a new observed reduction of 𝑁𝑂𝑥-emission of one car is between 3.19% and 

4.68%, if 5 units of catalyst are added to one litre of petrol.”                                                                       ∎ 

 

In example 3.1.9 we computed the intervals for a specific value of 𝑥∗ = 5, but we can repeat the calculations 

for other values of 𝑥. The result of the repeated computations are given in the following two graphs: 

Note that 

 About 95% of the individual observed reductions should be contained in the prediction band, 

whereas the confidence band usually contains (far) less observations. 

And note furthermore that from the formulas in 3.1.7 and 3.1.8 it follows that 

 The prediction interval is always wider than a confidence interval, since the prediction interval has 

an addition term 𝑆2 ∙ 1 in the square root. 

 Both intervals attain their smallest width if 𝑥∗ = 𝑥. 



 For 𝑥∗ = 𝑥 and 𝑛 → ∞, the width of confidence interval approaches 0 and the width of the prediction 

interval approaches 2 ∙ 𝑐 ∙ 𝑠. 

One should be aware that within the interval of measurements one could adequately predict (or give an 

interval for) the value  of 𝑌 (interpolation). But when we have values of 𝑥 outside the interval 

(extrapolation), one has to assume that the observed linear relation can be extended, which is in general not 

true. 

 

Analysis of Variance and Coefficient of Determination 

There is a relation between the variation of 𝑦-values on one hand and the variation of the errors and the 

variation due to the linear relation (regression) on the other (analysis of variance identity, without proof): 

𝐏𝐫𝐨𝐩𝐞𝐫𝐭𝐲 𝟑. 𝟏. 𝟏𝟎              ∑(𝒀𝒊 − 𝒀)
𝟐

𝒏

𝒊=𝟏

= ∑(�̂�𝒊 − 𝒀)
𝟐

𝒏

𝒊=𝟏

 +   ∑(𝒀𝒊 − �̂�𝒊)
𝟐

𝒏

𝒊=𝟏

 

                                            𝑺𝑺(𝑻𝒐𝒕𝒂𝒍) = 𝑺𝑺(𝑹𝒆𝒈𝒓𝒆𝒔𝒔𝒊𝒐𝒏) + 𝑺𝑺(𝑬𝒓𝒓𝒐𝒓) 

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) = ∑ (𝑌𝑖 − 𝑌)
2𝑛

𝑖=1 = (𝑛 − 1)𝑆𝑌
2  is the total variation of the observed y-values, 

𝑆𝑆(𝑅𝑒𝑔𝑟𝑒𝑠𝑠𝑖𝑜𝑛) = ∑ (�̂�𝑖 − 𝑌)
2𝑛

𝑖=1 , or 𝑆𝑆(𝑅𝑒𝑔𝑟), is the variation due to the linear relation of 𝑌 and 𝑥,  

                                                                                     the variation explained by the fitted linear relation 

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟) = ∑ (𝑌𝑖 − �̂�𝑖)
2𝑛

𝑖=1 = (𝑛 − 2)𝑆2 is the variation of the errors (the unexplained variation). 

Note that we use 𝑆𝑆 to notate a “Sum of Squares” and call them “variation” rather than variance, since they 

are not divided by the number of degrees of freedom. 

The numbers of degrees of freedom, related to these sum of squares are 𝑛 − 1, 1 and 𝑛 − 2 , respectively.  

As we know 𝑆2 = 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟)/(𝑛 − 2) and 
(𝑛−2)𝑆2

𝜎2 = 
𝑆𝑆(𝐸𝑟𝑟𝑜𝑟)

𝜎2  has a 𝜒2-distribution with 𝑑𝑓 = 𝑛 − 2. 

The sums of squares divided by the number of degrees of freedom are denoted as 𝑀𝑆 (Mean Squares) and 

presented in a ANOVA-table by statistical software (ANOVA = ANalysis Of VAriance): 

ANOVA 

Source of 

Variation 

Sum of 

Squares 

Degrees of 

Freedom 

Mean  

Square 
𝐹 

Regression 𝑆𝑆(𝑅𝑒𝑔𝑟) 1 𝑀𝑆(𝑅𝑒𝑔𝑟) 𝑀𝑆(𝑅𝑒𝑔𝑟) 𝑀𝑆(𝐸𝑟𝑟𝑜𝑟)⁄  

Error 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟) 𝑛 − 2 𝑀𝑆(𝐸𝑟𝑟𝑜𝑟) = 𝑆2  

Total 𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) 𝑛 − 1   

 

𝐹 =
𝑀𝑆(𝑅𝑒𝑔𝑟)

𝑀𝑆(𝐸𝑟𝑟𝑜𝑟)
 provides an alternative test statistic for the test on 𝐻0: 𝛽1 = 0 against 𝐻1: 𝛽1 ≠ 0, 

under 𝐻0 𝐹 has a 𝐹𝑛−2
1 -distribution and 𝐹 = 𝑇2, where 𝑇 = 

 �̂�1

√𝑆2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

. 

 

Example 3.1.11 

If in example 3.1.6 we test 𝐻0: 𝛽1 = 0 against 𝐻1: 𝛽1 ≠ 0, with 𝛼 = 5%, then we will reject 𝐻0 since 

 𝑇 =
 �̂�1

√𝑆2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

≈ 8.147 ≥ 2.306 = 𝑐. 

Alternatively we could also conduct a right-sided test: reject 𝐻0 if 𝐹 ≥ 𝑐, where 𝑐 = 5.32 such that 

𝑃(𝐹8
1 ≥ 𝑐) = 5%. We will determine the value of 𝐹 with the SPSS-output for the 10 observed points: 



  

                           ANOVA 

Model   

Sum of 

Squares df Mean Square F Sig. 

1 Regression 6.111 1 6.111 66.284 0.000 

Residual 0.738 8 0.092     

Total 6.849 9       

                         a  Predictors: (Constant), units catalyst 

                         b  Dependent Variable: reduction in % 
 

Note that the mean square of the residuals is the regression sample variance 𝑆2. 

Indeed 𝐹 =
𝑀𝑆(𝑅𝑒𝑔𝑟)

𝑀𝑆(𝐸𝑟𝑟𝑜𝑟)
=

6.111

0.092…
≈ 66.284: 𝐹 is in the rejection region [5.32, ∞), so we should reject 𝐻0. 

We found that 𝑇2 = 8.1472 ≈ 66.4 ≈ 𝐹 and the critical values also agree: 2.3062 ≈ 5.32. 

SPSS reports the “Sig.” in the last column, which is the p-value (or observed significance) of the right sided 

𝐹-test: since the p-value < 0.0005, we can reject the null hypothesis, even for very small 𝛼 = 0.0005.  

Furthermore the sum of squares of the regression is a large proportion within the total variation. 

𝑅2 =
𝑆𝑆(𝑟𝑒𝑔𝑟)

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙)
=

6.111

6.849
= 0.892 is the so called coefficient of determination: 89.2% of the variation of the 𝑦-

values is explained by the linear relation of 𝑦 and 𝑥, 10.8% is due to errors (unexplained).                           ∎ 

 

Definition 3.1.12 

The coefficient of determination of a linear regression model is defined as 𝑅2 = 
𝑆𝑆(𝑅𝑒𝑔𝑟)

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙)
= 1 −

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟)

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙)
 

 

Large values of 𝑅2, say larger than 90%, point to a strong linear relation and enable us usually to reliably 

predict 𝑌 on the basis of the value of 𝑥. 

Assessing the correctness of the regression model and non-linear relations 

As mentioned above, the usefulness of the linear relation (in terms of prediction), depends on a sufficiently 

large value of 𝑅2. 

Apart from that the Residual helpful in assessing the correctness of the model: 

 A histogram of the residuals should roughly have a normal distribution (with mean 0) and the 

standardized residuals (residuals divided by their standard deviation) roughly be standard normal. 

 The residual diagram should not show a pattern: like we noted in example 3.1.4, errors should be 

“random” (chaos) and the variation should not depend on the value of 𝑥. 

An indication that the linear relation does not hold is a “banana shape” of the cloud of dots about the x-axis 

of the residual diagram: the relation could be quadratic or exponential. Another contraindication is a 

horizontal V-shape of dots: the assumption of equal variances of the residuals for all values of 𝑥 is violated 

if that is the case. 

Some of these violations of the assumptions for application of the regression model can be solved by 

applying an appropriate transformation of the variables. Some examples: 

 If the scatterplot shows a non-linear relation that looks like the relation 𝑦 =
1

𝑥
, or more precise,  

𝒚 = 𝜷𝟎 + 𝜷𝟏 ∙
𝟏

𝒙
 one could try the transformation of the predictor value 𝑧 =

1

𝑥
: replace the values of 

𝑥𝑖 by 
1

𝑥𝑖
 and repeat the calculation of  by �̂�0 and �̂�1 for the linear model 𝑦 = 𝛽0 + 𝛽1𝑧 

 If the residual diagram or scatterplot indicate an exponential relation of the shape 𝒚 = 𝒄 ∙ 𝒂𝒙, one can 

apply a logarithmic transformation to see whether it fits better and meets the conditions: 



 𝐥𝐧(𝒚) = 𝑙𝑛(𝑐 ∙ 𝑎𝑥) = 𝑙𝑛(𝑐) + 𝑙𝑛(𝑎) ∙ 𝑥 = 𝜷𝟎 + 𝜷𝟏𝒙 is a linear relation between ln(𝑦) and 𝑥. Of 

course the new residual diagram has to be checked for patterns. 

 If the relation between 𝑦 and 𝑥 seems to be quadratic (a parabola), 𝒚 = 𝜷𝟎 + 𝜷𝟏𝒙 + 𝜷𝟐𝒙𝟐, one can 

use two prediction variables 𝑥1 = 𝑥 and 𝑥2 = 𝑥2 and apply a multiple linear regression model (see 

the next section). 

Note on correlation 

A somewhat different situation/model occurs if both the observed data points (𝑥1, 𝑦1), … , (𝑥𝑛, 𝑦𝑛) are the 

realizations of a pair of random variables 𝑋 and 𝑌, instead of a numerical (often chosen) value 𝑥 and a 

random variable 𝑌. From Probability Theory we know how to measure the linear relation between 𝑋 and 𝑌: 

the correlation coefficient 𝜌(𝑋, 𝑌) =
𝑐𝑜𝑣(𝑋, 𝑌)

𝜎𝑋𝜎𝑌
=

𝐸(𝑋 − 𝜇𝑋)(𝑌 − 𝜇𝑌)

√𝑣𝑎𝑟(𝑋 ∙ 𝑣𝑎𝑟(𝑌)
 

For the sample of 𝑛 points we can estimate 𝜌, using the similar sample correlation coefficient: 

𝑅 =
∑ (𝑋𝑖 − 𝑋)𝑛

𝑖=1 (𝑌𝑖 − 𝑌)

√∑ (𝑋𝑖 − 𝑋)
2

𝑛
𝑖=1 ∙ ∑ (𝑌𝑖 − 𝑌)

2
𝑛
𝑖=1

 

If we assume that (𝑋, 𝑌) has a bivariate normal distribution we can use the sample correlation coefficient 

to conduct a test on 𝐻0: 𝜌 = 0 against 𝐻1: 𝜌 ≠ 0:  

the test statistic  𝑇 =
𝑅√𝑛 − 2

1 − 𝑅2
  has a 𝑡distribution with 𝑑𝑓 = 𝑛 − 2. 

It can be shown that the observed value of 𝑇 =
𝑅√𝑛−2

1−𝑅2   for the correlation problem is numerically the same as 

𝑇 =  
 �̂�1 

√𝑆2 ∑ (𝑥𝑖−�̅�)2
𝑖⁄

 for the linear regression problem and both have a 𝑡𝑛−2-distribution: at the same levels of 

significance 𝜌 = 0 is rejected if and only if 𝛽1 = 0 is rejected. 

Intuitively it is logical that if 𝑋 and 𝑌 are not correlated (𝜌 = 0), that the value of 𝑥 cannot predict the value 

of 𝑌 at all (𝛽1 = 0), and vice versa. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



3.2 Multiple Linear Regression 

 
Preface 

In this section we will present the linear regression models where one numerical variable 𝑌 is (possibly) 

explained by 𝑘, that is 2 or more, explanatory variables 𝑥1. 𝑥2, … , 𝑥𝑘. We will not go into details of the 

statistical mathematics, but will focus on the most common confidence intervals and tests, applying the 

method of linear regression. The mathematical background can be found in various text books on 

mathematical statistics, where linear algebra is used as a tool to find estimators and test statistics and their 

distributions. We will only use the results.   

 

Example 3.1.1 (Rubber) 

The data below come from an experiment to investigate how the resistance of rubber to abrasion is affected 

by the hardness of the rubber and its tensile strength. Each of 30 samples of rubber was tested for hardness (in 

degrees Shore; the larger the number, the harder the rubber) and for tensile strength (measured in kg per square 

centimeter), and was then subjected to steady abrasion for a fixed time. The weight loss 𝑦 due to abrasion was 

measured in grams per hour. 

 
y  Hardness 

( 1x ) 

Strength 

( 2x ) 

y  Hardness 

( 1x ) 

Strength 

( 2x ) 

y  Hardness 

( 1x ) 

Strength 

( 2x ) 

372 45 162 164 64 210 219 71 151 

206 55 233 113 68 210 186 80 165 

175 61 232 82 79 196 155 82 151 

154 66 231 32 81 180 114 89 128 

136 71 231 228 56 200 341 51 161 

112 71 237 196 68 173 340 59 146 

55 81 224 128 75 188 283 65 148 

45 86 219 97 83 161 267 74 144 

221 53 203 64 88 119 215 81 134 

166 60 189 249 59 161 148 86 127 

 

In regression we try to explain the dependent variable 𝑌 using one or more explanatory variables. The 

dependence of 𝑌 to each of the variables can be shown in a scatter diagram, here we show abrasion loss versus 

harness: a negative correlation may be noticed. 

                                                    ∎ 

The model for multiple regression and estimation 

 

If we let 𝑦1, 𝑦2, … , 𝑦𝑛 be the values of the dependent variable, of 𝑛 individuals/objects and let 𝑥𝑖1 , 𝑥𝑖2, … , 𝑥𝑖𝑘 

be the values of the explanatory variables 𝑥1, 𝑥2, … , 𝑥𝑘 for individual /object i , then for the observed 

“points” (𝑦𝑖 , 𝑥𝑖1 , … , 𝑥𝑖𝑘) we have: 

 



Definition 3.2.2 (the multiple linear regression model): 

The values 𝑦1, 𝑦2, … , 𝑦𝑛 are the outcomes of random variables 𝑌1, 𝑌2, … , 𝑌𝑛 for which 

 

𝒀𝒊 = 𝜷𝟎 + 𝜷𝟏𝒙𝒊𝟏 + 𝜷𝟐𝒙𝒊𝟐 + ⋯ + 𝜷𝒌𝒙𝒊𝒌 + 𝜺𝒊  , 
 

where the independent errors 𝜀1, 𝜀2, … , 𝜀𝑛 are distributed according to the 𝑁(0 , 𝜎2)-distribution. 

The parameters 𝛽0, 𝛽1, … , 𝛽𝑘  and 𝜎2  are all unknown. 

Note that we often simplify notation of the model we by skipping the variable index 𝑖 (only distinguish the 

errors 𝜀1, 𝜀2, … , 𝜀𝑛). 

 

Estimation of the parameters: 

 The parameters  𝛽0, 𝛽1, … , 𝛽𝑘 are estimated by minimizing 

∑ (𝑌𝑖 − 𝛽0 − 𝛽1𝑥𝑖1 − 𝛽1𝑥𝑖2 − ⋯ − 𝛽𝑘𝑥𝑖𝑘)2
𝑖   as function of  𝛽0, 𝛽1, … , 𝛽𝑘. 

These least squares estimators are denoted by �̂�0, �̂�1, … , �̂�𝑘.  

The minimal sum of squares is: 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟) =  ∑ (𝑌𝑖 − �̂�0 − �̂�1𝑥𝑖1 − �̂�2𝑥𝑖2 − ⋯ − �̂�𝑘𝑥𝑖𝑘)
2

𝑖  

 The usual estimator of 𝜎2 is  𝑆2 =
𝑆𝑆(𝐸𝑟𝑟𝑜𝑟)

𝑛−𝑘−1
 . 

For multiple regression it can be proven that 𝑆2is unbiased: 𝐸(𝑆2) = 𝜎2.  

Note that we are estimating 1k  parameters 𝛽𝑖, so for estimation of 𝜎2 we lose 1k  degrees of 

freedom, therefore we divide by 𝑑𝑓 = 𝑛 − (𝑘 + 1) = 𝑛 − 𝑘 − 1. 

Of course, for 𝑘 = 1 we have the simple linear regression model as discussed in the previous section. 

 

Above the differences 𝑒𝑖 = 𝑦𝑖 − �̂�0 − �̂�1𝑥𝑖1 − �̂�2𝑥𝑖2 − ⋯ − �̂�𝑘𝑥𝑖𝑘 are the observed residuals, which can be 

plotted versus the values of any 𝑥𝑖, one of the independent variables. Below you see the scatterplot of the 

abrasion loss versus the variable hardness (𝑥1). 

 
This scatter plot of residuals looks quite random (chaos): there is no specific pattern recognizable, which 

means that that it does not contradict the model assumptions. Other ways to check the correctness of the 

model are: a histogram of the 30 residuals should show the mound shape of a normal distribution and the 

1.5× 𝐼𝑄𝑅-rule might reveal outliers or mismeasurements.  

Example 3.2.3 (Numerical output for the rubber example 3.2.1) 

Below you will find the SPSS-output for the abrasion loss observations (other programs give similar results). 

ANOVAa 

Model Sum of Squares df Mean Square F Sig. 

1 

Regression 189061,623 2 94530,811 70,997 ,000b 

 Residual 35949,744 27 1331,472   

Total 225011,367 29    

a. Dependent Variable: y 

b. Predictors: (Constant), strength, hardness 

 



Coefficientsa 

Model Unstandardized Coefficients Standardized Coefficients t Sig. 

B Std. Error Beta 

1 

(Constant) 885,161 61,752  14,334 ,000 

hardness -6,571 ,583 -,908 -11,267 ,000 

strength -1,374 ,194 -,570 -7,073 ,000 

a. Dependent Variable: y 

 

Using the “Coefficients” table: 

 The estimated regression equation is:   �̂� = 885.161 − 6.571 𝑥1 − 1.374 𝑥2. 

                                          (You may replace 𝑥1 by hardness and 𝑥2 by strength.) 

 The values of  �̂�𝑖 = �̂�0 + �̂�1𝑥𝑖1 + �̂�2𝑥𝑖2 + ⋯ + �̂�𝑘𝑥𝑖𝑘 are called ‘fitted values’ or ‘predicted values’ 

and the residuals are as follows:   𝐸𝑖 = 𝑌𝑖 −  �̂�𝑖 = 𝑌𝑖 − �̂�0 − �̂�1𝑥𝑖1 − �̂�2𝑥𝑖2 − ⋯ − �̂�𝑘𝑥𝑖𝑘. (Here 𝑘 =

2.) 

 As before “B” should be interpreted as the estimates �̂�𝑖,  

                 “Std. Error” as the estimate of the standard deviation of �̂�𝑖  ( SE(�̂�𝑖) ) 

          and “t” as the observed value of the test statistic 𝑇 =
�̂�𝑖

𝑆𝐸(�̂�𝑖)
  for a test on 𝐻0: 𝛽𝑖 = 0 (see 

below). 

Using the ANOVA-table: 

 In this table you can find 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) in row ‘residual’ and column ‘Sum of Squares’: 35949.744 .  

The corresponding degrees of freedom: 𝑑𝑓 = 𝑛 − 𝑘 − 1 = 30 − 2 − 1 − 27. 

 The outcome of regression variance  𝑺𝟐 =
𝑺𝑺(𝑬𝒓𝒓𝒐𝒓𝒔)

𝒏−𝒌−𝟏
 is thus 

35949.744

27
 = 1331.472 (Residual Mean 

Squares). 

In SPSS you can save the predicted values and the 

residuals, after saving you can make e.g. scatter plots of 

the predicted values and residuals. 

Again there should be chaos, this seems to be OK. 

 

Note: here we plotted the standardized residuals 𝐸𝑖 𝑆⁄ , 

instead of the residuals 𝐸𝑖, where 𝑆 = √𝑆2 is an estimate 

of 𝜎. We don’t see large values of |𝐸𝑖|, values that are 

(much) larger than 2, so no outliers in the residuals in 

this case.                                                                       ∎ 



The basic ANOVA-equation 

For multiple regression the following equation holds (we don’t prove it): 

 

Property 3.2.4.    𝑺𝑺(𝑻𝒐𝒕𝒂𝒍) = 𝑺𝑺(𝑹𝒆𝒈𝒓) + 𝑺𝑺(𝑬𝒓𝒓𝒐𝒓𝒔)  

 

                        where 𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) = ∑ (𝑌𝑖 − �̅�)2
𝑖  with �̅� = ∑ 𝑌𝑖𝑖 𝑛⁄ ,  𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) is called the total variation.  

                                   𝑆𝑆(𝑅𝑒𝑔𝑟) = ∑ (�̂�𝑖 − �̅�)
2

𝑖  : 𝑆𝑆(𝑅𝑒𝑔𝑟) stands for ‘Sum of Squares due to Regression’     

 

In the ANOVA-table in example 3.2.3 you can find 𝑆𝑆(𝑅𝑒𝑔𝑟) as well: in column “Sum of Squares” and row 

“Regression”, it is 189061.623 for the rubber example.  

Furthermore: 𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) = 225011.367 and 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) = 35949.744 

 

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) stands for “unexplained variation” and  𝑆𝑆(𝑅𝑒𝑔𝑟) stands for “explained variation”. 

 

Definition 3.2.5  𝑅2 =
𝑆𝑆(𝑅𝑒𝑔𝑟)

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙)
= 1 −

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙)
  is the coefficient of determination. 

 

𝑅2 is mostly given as a percentage and referred to as the proportion of explained variation: the larger 𝑅2, 

the better linear model “fits”.  𝑅2 = 1 −
35949.744

225011.367
≈ 84.0%, which means that the current linear model 

explains 84% of the variation in the  

Because 𝑅2 always increases if 𝑘 increases (by adding new explanatory variables), there exists a ‘adjusted’ 

𝑅2, which contains a “penalty” for increasing the number of variables 𝑥𝑖:  

 

 Definition 3.2.6  𝑅𝑎𝑑𝑗
2 = 1 − (

𝑛−1

𝑛−𝑘−1
)

𝑆𝑆𝐸

𝑆𝑆(𝑡𝑜𝑡𝑎𝑙)
= 1 −

𝑆2

𝑆𝑆(𝑡𝑜𝑡𝑎𝑙) (𝑛−1)⁄
  

 

When considering to add new variables to the model, one can use 𝑅𝑎𝑑𝑗
2  to decide whether or not the linear 

model is extended: if 𝑅𝑎𝑑𝑗
2  increases, the added value of an extra variable is sufficient. 

 

Computation of 𝑅2 and 𝑅𝑎𝑑𝑗
2  for the rubber example 3.2.3, so 𝑘 = 2 and 𝑛 = 30 in this case: 

 

             𝑹𝒂𝒅𝒋
𝟐 = 1 −

29

27
×

35949.744

225011.367
= 1 −

29

27
× 0.1598 = 1 − 0.1716 = 𝟖𝟐. 𝟖% < 84.0% = 𝑅2  

 

In case of only hardness as explanatory variable we find: 𝑅𝑎𝑑𝑗
2  is 52.8%.  

So strength seems to help to explain the dependent variable, but we do need a test for the final conclusion. 

For most of the tests and intervals we will use the same approach as in simple linear regression and we will 

use the numerical results given by programs like SPSS gave in example 3.2.3. 

 

Confidence intervals for the parameters 𝜷𝒊 

The confidence interval of 𝛽𝑖,  (�̂�𝑖 − 𝑐 ∙ 𝑠𝑒(�̂�𝑖),   �̂�𝑖 + 𝑐 ∙ 𝑠𝑒(�̂�𝑖) ), where: 

                                                   𝑠𝑒(�̂�𝑖) = the standard error (estimated standard deviation) of �̂�𝑖 and   

                                                   𝑐 is determined by 𝑃(𝑇𝑛−𝑘−1 ≥ 𝑐) = 𝛼 2⁄   

 

Of course, 𝑇𝑛−𝑘−1 is a random variable having a 𝑡-distribution with 𝑑𝑓 = 𝑛 − 𝑘 − 1 degrees of freedom and  

 1 − 𝛼 is the confidence level. 

The confidence interval is based on the following theoretical result: 
�̂�𝑖−𝛽𝑖

𝑠𝑒(�̂�𝑖)
  ~ 𝑡𝑛−𝑘−1 so that the interval 

above can be constructed by solving the inequality −𝑐 <
�̂�𝑖−𝛽𝑖

𝑠𝑒(�̂�𝑖)
< 𝑐 for 𝛽𝑖 (An example is given below in 

3.2.7). 



The same variable, 
�̂�𝑖−𝛽𝑖

𝑠𝑒(�̂�𝑖)
 , can be used to find a test for the research question whether a specific variable 𝑥𝑖 

contributes sufficiently to the prediction of 𝑌: to answer such a question we want to know if its coefficient 

𝛽𝑖 deviates significantly from 0. 
 

A test on 𝑯𝟎: 𝜷𝒊 = 𝟎 in a multiple linear regression model: 

The test statistic 𝑻 =
�̂�𝒊

𝒔𝒆(�̂�𝒊)
 has under 𝐻0 a 𝒕𝒏−𝒌−𝟏-distribution. 

 

Example 3.2.7 (the rubber example continued) 

In example 3.2.3 we found that the strength coefficient 𝛽2 is estimated by �̂�2 = −1.374 and 𝑆𝐸(�̂�2) = 0.194. 

A 95%-confidence interval for 𝛽2 is given by the formula �̂�2 ± 𝑐 ∙ 𝑠𝑒(�̂�2), where 𝑃(𝑇𝑛−𝑘−1 ≥ 𝑐) =
1

2
𝛼. 

          Since 
1

2
𝛼 = 0.025, 𝑛 = 30 and 𝑘 = 2 we find in the 𝑡27-table that 𝑐 = 2.052 

          95%-CI( 𝛽2) = (−1.374 − 2.052 × 0.194 , −1.374 + 2.052 × 0.194) = (−𝟏. 𝟕𝟕 , −𝟎. 𝟗𝟖)  

         “We are 95% confident that increasing the tensile strength by 1 𝑘𝑔/𝑐𝑚2, the weight loss will decrease  

            between -0.98 and -1.77 grams.” 

A test on 𝛽2 with significance level 5%: 

1. The 30 weight losses can be modelled as 𝑌 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + 𝜀, where 𝑥1= hardness, 𝑥2= strength 

                       and the errors 𝜀1, 𝜀2, … , 𝜀30 are assumed to be independent and all 𝑁(0, 𝜎2)-distributed. 

2. Test 𝐻0: 𝛽2 = 0 against 𝐻1: 𝛽2 ≠ 0 with α = 5%. 

3. Test statistic 𝑇 =  
 �̂�2 

𝑆𝐸( �̂�2)
:  

4. 𝑇 has under 𝐻0 a 𝑡30−2−1-distribution, 

5. Observed:  𝑡 =
−1.374

0.194
≈ −7.08 

6. Reject 𝐻0, if 𝑇 ≥ 𝑐 or 𝑇 ≤ −𝑐 , where 𝑐 = 2.052, such that 𝑃(𝑇27 ≥ 𝑐) = 2.5%. 
7. 𝑡 ≈ −7.08 < -2.052 = −𝑐, so we reject 𝐻0. 

8. At a 5% level of significance we proved that the variable strength contributes to the explanation of the 

weight loss, in the presence of the variable “hardness” in the model.  

Note that both the interval and the test are computed in the model with two explanatory variables, hardness and 

strength, and that both point to a significant effect of the variable strength in this model.                                           ∎ 

 

The 𝑭-test on all of explanatory variables in the model 

In many textbooks it is advocated to test first 𝐻0 : 𝛽1 = 𝛽2 = ⋯ = 𝛽𝑘 = 0  against 𝐻1: 𝛽𝑖 ≠ 0 for at least one 

value 𝑖. You will test in this way whether the set of explanatory variables as a whole is useful for 

describing/explaining the dependent variable.  

The test statistic is based on the identity (𝑇𝑜𝑡𝑎𝑙) = 𝑆𝑆(𝑅𝑒𝑔𝑟) + 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) , and is as follows: 

 

𝐹 =
𝑆𝑆(𝑅𝑒𝑔𝑟) 𝑘⁄

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) (𝑛 − 𝑘 − 1)⁄
=

𝑀𝑆(𝑅𝑒𝑔𝑟)

𝑆2
 has under 𝐻0 a 𝐹𝑛−𝑘−1

𝑘 distribution.  

 

This test is always right-sided: if the explained variation is large enough, compared to the unexplained 

variation, we will reject: reject 𝑯𝟎 if 𝑭 ≥ 𝒄. 

 

You can find the value of 𝐹 in the computer output, in the ANOVA-table.  

For the Rubber example 3.23 we find: 𝐹 =  70.977 and for 𝛼 = 5% , from the 𝐹𝑛−𝑘−1
𝑘 = 𝐹27

2 -table, 
      𝑐 = 3.35. 

So we reject 𝐻0: 𝛽1 = 𝛽2 = 0 in favor of the alternative 𝐻1: 𝛽1 ≠ 0 𝑜𝑟 𝛽2 ≠ 0, proving that at least one of 

the variables in the model is useful for predicting the dependent variable (at a 5% level of significance). 

 

Remark: 

In the last column “Sig.” of the last column of the ANOVA-table (example 3.2.3) you can find the p-value 

0.000 of the outcome 𝐹 = 70.997 (according to the 𝐹-distribution with 𝑘 = 2 and 𝑛 − 𝑘 − 1 = 27 degrees 

of freedom). From the p-value you can conclude that we have to reject 𝐻0 for all reasonable choices of 𝛼. 

(SPSS refers to the p-value as “the observed significance”, for short Sig.). 



 

𝑭-test on a subset 𝜷𝟏, … , 𝜷𝒎 of all coefficients 𝜷𝟏, … , 𝜷𝒌 (𝒎 < 𝒌) in a multiple linear regression model. 

Often we want to know whether adding a group of variables 𝑥1, … , 𝑥𝑚 to an existing model (the null model) 

with 𝑘 − 𝑚 variables 𝑥𝑚+1, … , 𝑥𝑘 increases the explained variation significantly: one could consider the 

decrease in the residual sum of squares, comparing 𝑆𝑆0(𝐸𝑟𝑟𝑜𝑟𝑠) for the existing model with 𝑚 variables to 

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) for the extended model with all 𝑘 variables. 

 

Property 3.2.8 

In a multiple linear regression model with 𝑘 variables and the usual model assumptions, we can test 

 𝐻0: 𝛽1 = ⋯ = 𝛽𝑚 = 0 against 𝐻1: 𝛽𝑖 ≠ 0 for at least one 𝑖 ≤ 𝑚 < 𝑘 with the following test statistic: 

𝐹 =
[𝑆𝑆0(𝐸𝑟𝑟𝑜𝑟𝑠) − 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)]/(𝑘 − 𝑚)

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)/(𝑛 − 𝑘 − 1)
, which has a 𝐹𝑛−𝑘−1

𝑘−𝑚 distribution under 𝐻0.           

 

 

Categorical variables and dummy variables 
Sometimes we want to introduce non-numerical variables in a linear regression model because 

distinguishing subpopulations is desirable. One can think of variables like gender, educational level, marital 

status, social class, etc. The following example shows how these categories can be incorporated in the linear 

regression model. 

 

Example 3.2.9 

Suppose we want to investigate how the monthly salary of employees in a country depends on gender (man 

or woman) and/or educational level (high, middle or low). We will introduce the following dummy 

variable 𝑥1 to distinguish man and woman:  𝑥1 = {
1, if the employee is a man

0,    if the employee is a woman
 

To distinguish the 3 education levels we need 2 more dummy variables: 

𝑥2 = {
1, if the employee`s educational level is middle
0,         otherwise                                                                   

 

𝑥3 = {
1, if the employee`s educational level is high
0,         otherwise                                                             

 

In this way the pair (𝑥2, 𝑥3) can attain three values: low = (0,0), middle = (1,0) and high = (0,1). 

The expected salary depends on the combination of gender and educational level, so an observed salary can 

modeled as follows 

𝑌𝑖 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + 𝛽3𝑥3 + 𝜀𝑖 

For a man with a middle educational level we have 𝐸(𝑌) = 𝛽0 + 𝛽1 + 𝛽2 

and for a woman with middle educational level:      𝐸(𝑌) = 𝛽0 +       +𝛽2                           

As this example shows 𝛽1 is the effect on the salary of being a man instead of a woman. This effect is, 

according to the regression model, the same for all educational levels as can be verified.                              ∎ 

 

The example above shows that, if a variable has 𝑚 values (categories or a finite number of values), then we 

need 𝑚 − 1 dummy variables to incorporate this variable in the regression model. 
 

Interaction of explanatory variables 

Sometimes the linear model has an unsatisfactory low proportion of explained variation (𝑅2). Analysis on 

the basis of graphs (residual plots have patterns) and output of programs might reveal non-linearity, such as 

quadratic and exponential relations, for which transformations can be applied. Another cause of low 

predictability might be interaction of the variables: combinations of values of values of 𝑥1 and 𝑥2 can have 

an extra effect on the values of the dependent variable 𝑌, Then one could extend the linear model with 

interaction variables and check whether the model shows an improved predictability. This will be illustrated 

with the Rubber-example (data and SPSS-output in examples 3.2.1 and 3.2.3): 

 

Example 3.2.10 

Does introduction of an interaction term into the regression model for abrasion loss with variables Hardness 

and Strength improve the results?  

The new variable is 𝑥3 = 𝑥1 × 𝑥2 or 𝑥3 = Hardness × Strength, resulting in the following model: 



𝑌 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + 𝛽3𝑥1 × 𝑥2 + 𝜀 

 

Below we present the SPSS-output after adding the variable Interaction (compute 𝑥1 × 𝑥2 for all 

observations): 
 Model Summary 
 

Model R 
R 

Square 
Adjusted R 

Square 
Std. Error of 
the Estimate 

Change Statistics 

R Square 
Change 

F 
Change df1 df2 

Sig. F 
Change 

1 ,924(a) ,853 ,836 35,643 ,853 50,372 3 26 ,000 

a  Predictors: (Constant), Interaction, Hardness, Strength 
 

Apparently adding the variable “Interaction” increases 𝑅2 to 85.3% (was 84.0% for the model with only 𝑥1 and 𝑥2) 

The adjusted coefficient of determination,  𝑅𝑎𝑑𝑗
2 , increases as well: 83.6% against 82.8% before, which means we can 

consider to keep interaction in the model.  

But then we should first test whether 𝐻0: 𝛽3 = 0 can be rejected against 𝐻1: 𝛽3 ≠ 0 at a 5% level of significance. We 

will use the SPSS-output to conduct the test (without mentioning all 8 steps explicitly). 

 
                                              Coefficients(a) 
 

Model   Unstandardized Coefficients Standardized Coefficients t Sig. 95% Confidence Interval for B 

    B Std. Error Beta     Lower Bound Upper Bound 

1 (Constant) 1204,314 219,014   5,499 ,000 754,124 1654,504 

  Hardness -10,920 2,925 -1,510 -3,733 ,001 -16,933 -4,907 

  Strength -3,210 1,226 -1,332 -2,619 ,015 -5,730 -,690 

  Interaction ,025 ,017 ,825 1,516 ,142 -,009 ,060 

a  Dependent Variable: Weight Loss 
 

The test of 𝐻0: 𝛽3 = 0 against 𝐻1: 𝛽3 ≠ 0 with test statistic 𝑇 =
�̂�3

𝑆𝐸( �̂�3)
 and 𝛼 = 5%: SPSS reports the 

observed value 𝑡 = 1.516 and its (two-sided) p-value = 2 × 𝑃(𝑇 ≥ 1.516) = 14.2% > 5% = 𝛼. 

Conclusion: at a 5% (and 10%) level of significance we do not have sufficient support that adding the 

interaction to the model has a positive effect on the predictability.    

Note that the reported 95%-confidence interval for 𝛽3 contains the value 𝛽3 = 0, confirming the conclusion.       

                                                                                                                                                                           ∎ 

 

In case of 3 explanatory variables 𝑥1, 𝑥2 and 𝑥3 their might be 3 interaction terms 𝑥1 × 𝑥2,  𝑥2 × 𝑥3 and 

 𝑥1 × 𝑥3, if relevant for the problem at hand.  

Verify that in example 3.2.9 only 𝑥1 × 𝑥2 and 𝑥1 × 𝑥3 might be relevant since  𝑥2 = 𝑥3 = 1  cannot occur. 

 

 

 

3.3  Analysis of Variance (ANOVA) 

Introduction 
From a mathematical point of view analysis of variance is (multiple) regression with discrete (or qualitative) 

explanatory variables. The qualitative explanatory variables are often called ‘factors’. The model with one factor can 

be considered as an extension of the two samples problem: we are not comparing the means (expectations) of 2 

populations (groups) but the means of 3 or more populations. After introducing the ANOVA-specific modelling and 

notation we will translate the one-factor model into a linear regression model, using “dummy” variables to distinguish 

the groups (populations). After that we will briefly pay attention to the two-factor analysis of variance model. 

 



Analysis of variance: the single factor model with 𝒌 levels (𝒌 treatments) 

We start with a simple example introducing the type of problem, suitable for an ANOVA-approach. 

Example 3.3.1 

In a Stats course 3 groups of students participate: Information Technology, Agriculture and Mathematics. Each group 

consists of 10 students. Are the results on the Statistics exam different for these three groups? 

In the table you will find the 3 × 10 test scores  

and below we used SPSS to find the boxplots. 

 

 

 

 

 

 

 

 

Apparently there are differences in test 

scores, but are these differences statistically 

significant?    

Note that, for applying statistical methods, we need to assume that these observations are random samples of (much) 

larger populations (all similar students in a larger population, e.g. also in other academic years).                                 ∎ 

 

In the single factor model, defined below, we will assume that we have 𝑘 independent random samples, one for each 

treatment (level). Suppose furthermore that all sample sizes are 𝑛, so that we have 𝑘 × 𝑛 observations. Mathematically 

this is not a strong restriction, but it simplifies notation for the introduction of the models. 

The (observed values 𝑌𝑖1, … , 𝑌𝑖𝑛 in sample 𝑖 (1 ≤ 𝑖 ≤ 𝑘) all have the same normal distribution 𝑁(𝜇𝑖 , 𝜎2). 

The expectation 𝜇𝑖 = 𝜇 + 𝛼𝑖, where 𝛼𝑖 is the effect of treatment 𝑖 with respect to the overall mean 𝜇 such that the total 

effect 𝛼1 + ⋯ + 𝛼𝑘 = 0. 

Definition 3.3.2  The single factor model:  𝒀𝒊𝒋 =  𝝁 + 𝜶𝒊 + 𝜺𝒊𝒋,  

                                     where  ∑ 𝜶𝒊
𝒌
𝒊 = 𝟎 and the errors 𝜺𝒊𝒋 are independent and all 𝑵(𝟎, 𝝈𝟐)-distributed 

For sample 𝑖 we will denote 𝑌𝑖∙ as the sample mean and its variation is ∑ (𝑌𝑖𝑗 − 𝑌𝑖∙)
2𝑛

𝑗=1 . 

The overall mean of all 𝑘 × 𝑛 observations is denoted as 𝑌.. =
1

𝑘𝑛
∑ ∑ 𝑌𝑖𝑗

𝑛
𝑗=1

𝑘
𝑖=1 . 

Note that ∑ ( 𝑌𝑖∙ − 𝑌..)
2𝑘

𝑖=1 is the variation of the 𝑘 sample means (divided by k-1 the sample variance of the sample 

means). The following equation can be proven, using the model assumptions in definition 3.3.1: 

 

Property 3.3.3 The ANOVA Sums of Squares Identity 

∑ ∑(𝒀𝒊𝒋 − 𝒀..)
𝟐

𝒏

𝒋=𝟏

𝒌

𝒊=𝟏

= 𝒏 ∑( 𝒀𝒊∙ − 𝒀..)
𝟐

𝒌

𝒊=𝟏

+ ∑ ∑(𝒀𝒊𝒋 − 𝒀𝒊∙)
𝟐

𝒏

𝒋=𝟏

𝒌

𝒊=𝟏

 

                                      𝑺𝑺(𝑻𝒐𝒕𝒂𝒍)           =  𝑺𝑺(𝑻𝒓𝒆𝒂𝒕𝒎𝒆𝒏𝒕𝒔) +    𝑺𝑺(𝑬𝒓𝒓𝒐𝒓𝒔) 

This property shows that the total variation of the observations can be explained, on the one hand, by the variation due 

to the treatments (variation between the samples) and, on the other, by the variation within the samples. If the 

variation due to treatments is large compared to the natural variation within the samples we will reject the null 

hypothesis of “no effect of treatments” in favor of the alternative that there is a difference in effect. Note that the 
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Treatments-variation involves 𝑘 means, so 𝑘 − 1 degrees of freedom and each of the 𝑘 samples consists of 𝑛 

observations, so 𝑛 − 1 degrees of freedom per sample. 

Property 3.3.4  

For the single factor model in 3.3.1, 𝐻0: 𝛼1 = ⋯ = 𝛼𝑘 = 0 is rejected in favor of  

                                                          𝐻1: “there is at least one 𝑖 such that 𝛼𝑖 ≠ 0” for large  

𝑭 =
𝑺𝑺(𝑻𝒓𝒆𝒂𝒕𝒎𝒆𝒏𝒕𝒔) (𝒌 − 𝟏)⁄

𝑺𝑺(𝑬𝒓𝒓𝒐𝒓𝒔) 𝒌(𝒏 − 𝟏)⁄
, 𝐰𝐡𝐞𝐫𝐞 𝑭 𝐡𝐚𝐬, 𝐮𝐧𝐝𝐞𝐫 𝑯𝟎, 𝒂 𝑭𝒌(𝒏−𝟏)

𝒌−𝟏 𝐝𝐢𝐬𝐭𝐫𝐢𝐛𝐮𝐭𝐢𝐨𝐧. 

 

Example 3.3.5 (continuation of the test scores in example 3.3.1) 

The model for the example 3.3.1 data is: 𝑌𝑖𝑗 = 𝜇 + 𝛼𝑖 + 𝜀𝑖𝑗, where 𝑖 = 1,2,3 and 𝑗 = 1,2, … ,10, 

                                                                  𝛼1 + 𝛼2 + 𝛼3 = 0 and the 𝜀𝑖𝑗’s are independent and all 𝑁(0, 𝜎2) 

Entering the test scores in an SPSS-file and conducting an ANOVA F-test (Analyze → Compare Means → One-Way 

ANOVA), we find the following output: 
 Descriptives 
 

Testscore 

  N Mean Std. Deviation Std. Error 

95% Confidence Interval for 

Mean 

Minimum Maximum Lower Bound Upper Bound 

IT 10 6,070 1,0935 ,3458 5,288 6,852 4,1 8,2 

Agri 10 4,600 1,1489 ,3633 3,778 5,422 2,6 6,3 

Math 10 7,110 ,9469 ,2994 6,433 7,787 5,7 8,3 

Total 30 5,927 1,4683 ,2681 5,378 6,475 2,6 8,3 

 

 ANOVA 

                                                             

 

 

 

 
In this case we have 𝑘 = 3 groups and 𝑛 = 10 observations for each group. The ANOVA-table shows the 

computation of the test statistic in property 3.3.4 

𝐹 =
𝑆𝑆(𝑇𝑟𝑒𝑎𝑡𝑚𝑒𝑛𝑡𝑠) (3 − 1)⁄

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) 3(10 − 1)⁄
=

31.809 2⁄

30.701 27⁄
= 13.983 

From the 𝐹27
2 -table we find that 𝐻0: 𝛼1 = 𝛼2 = 𝛼3 is rejected at significance level 5% if 𝐹 ≥ 𝑐 = 3.35. 

The observed value is (much) larger, so we proved at a 5% level that the mean test scores of the three groups of 

students are different. The observed “Sig.” confirms this conclusion: the p-value is less than 0.0005.                        ∎ 

 

Note that the Mean Square of the Errors in the ANOVA-table is  𝑀𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) =
𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)

3(10−1)
 : it estimates the common 

𝜎2 and 
𝑘(𝑛−1)𝑀𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)

𝜎2  has a 𝜒𝑘(𝑛−1)
2 -distribution, using the statistical assumption (normality, etc.) 

 

A confidence intervals for 𝝁𝒊 = 𝝁 + 𝜶𝒊, the population mean for treatment 𝑖, can be constructed using the estimator 

𝑌𝑖∙ of 𝜇𝑖 and its standard error √
𝑀𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)

𝑛
:     𝑌𝑖∙ ± 𝑐√

𝑀𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)

𝑛
, where 𝑃(𝑇𝑘(𝑛−1) ≥ 𝑐) =

1

2
𝛼. 

The first SPSS-table in example 3.3.5 shows the computed intervals. 

   

Likewise a confidence interval for the difference of 𝝁𝒊 − 𝝁𝒋 for any pair (𝑖, 𝑗) of levels can be constructed:  

𝑌𝑖∙ − 𝑌𝑗∙ ± 𝑐√𝑀𝑆(𝐸𝑟𝑟𝑜𝑟𝑠) (
1

𝑛
+

1

𝑛
) , where 𝑃(𝑇𝑘(𝑛−1) ≥ 𝑐) =

1

2
𝛼. 

 

Modeling the single factor analysis of variance model with the linear regression approach. 

 

Sum of 

Squares df Mean Square F Sig. 

Between Groups 31,809 2 15,904 13,983 ,000 

Within Groups 30,710 27 1,137     

Total 62,519 29       



Example 3.3.6 (continuation of examples 3.3.1 and 5). 

As discussed in section 3.2 we can distinguish the 3 groups of students using two dummy variables: 

                      𝑥1 = 1 if the student studies Agriculture, otherwise 𝑥1 = 0, 

                      𝑥2 = 1 if the student studies Mathematics, otherwise 𝑥2 = 0. 

According to the regression model each observed test score 𝑌 has a normal distribution with expectation   

𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 and variance 𝜎2: this variance applies to all measurements and the 𝑌’s are independent 

(for simplicity we omitted the indexes 𝑖 and 𝑗 we used before). 

If we assign the proper values 𝑥1 and 𝑥2 to each of the 30 test scores, the observed points have the shape (𝑦, 𝑥1, 𝑥2), 

resulting in the following SPSS-output, applying the multiple regression menu (Analyze -> Regression): 
 Coefficients(a) 

 

Model   

Unstandardized 
Coefficients 

Standardized 
Coefficients 

t Sig. B Std. Error Beta 

1 (Constant) 6,070 ,337   17,998 ,000 

Agri -1,470 ,477 -,480 -3,082 ,005 

Math 1,040 ,477 ,340 2,181 ,038 

                            a  Dependent Variable: Testscore 
 
 ANOVA(b) 
 

Model   
Sum of 

Squares df Mean Square F Sig. 

1 Regression 31,809 2 15,904 13,983 ,000(a) 

Residual 30,710 27 1,137     

Total 62,519 29       

                           a  Predictors: (Constant), Math, Agri 
                           b  Dependent Variable: Testscore 
 

Note that the ANOVA-table is numerically the same as the table we found in example 3.3.5, applying the Analysis of 

Variance approach: The F-test on 𝐻0: 𝛼1 = 𝛼2 = 𝛼3 = 0 (no difference in mean test scores between groups) is now 

transformed into an F-test on 𝐻0: 𝛽1 = 𝛽2 = 0 with identical numerical results. 

Furthermore the coefficient table provides information that can be used to obtain confidence intervals, e.g. for 𝛽1 =

𝜇2 − 𝜇1.                                                                                                                                                                            ∎ 

 

In general terms the example shows that the single factor analysis of variance model with 𝒌 levels, 

         the:  𝑌𝑖𝑗 =  𝜇 + 𝛼𝑖 + 𝜀𝑖𝑗, 𝑖 = 1, … , 𝑘  𝑎𝑛𝑑  𝑗 = 1, … , 𝑛 

              where  ∑ 𝛼𝑖
𝑘
𝑖 = 𝟎 and the errors 𝜺𝒊𝒋 are independent and all 𝑵(𝟎, 𝝈𝟐)-distributed, 

can be modeled as a multiple regression model with 𝑘 coefficients 𝛽0, 𝛽1, … , 𝛽𝑘−1 

         𝑌 = 𝛽0 + 𝛽1𝑥1 + ⋯ + 𝛽𝑘−1𝑥𝑘−1 + 𝜀, where the errors 𝜀 are independent and all 𝑁(0, 𝜎2)-distributed, 

if we define 𝑥𝑖 = 1 if the observed y is classified as level 𝑖 + 1 and 𝑥𝑖 = 0 otherwise. 

Note 3.3.6 Fixed versus random effects 

In these lecture notes we restrict ourselves to so called fixed effects: we have a random sample for each possible level 

(treatment) of the factor. In case of many possible levels (treatments) a relatively small sample of all possible effects is 

chosen: random effects, which is results in a different model and approach.                                                            ∎ 

 

The Two Factor model 

A logical extension is to consider two factors with 𝑘 and 𝑙 as the numbers of levels, respectively (“fixed effects”). For 

each pair of levels a random sample, each with fixed sample size 𝑛, is available. We will briefly describe both the two 

factor analysis and the linear regression approach using the following example. 



Example 3.3.7 

In an research conducted in 1956 an experiment was set up to investigate the effect of two factors, glass type and 

phosphor type, on the brightness of a television tube. The response variable measured the current, in microamps, 

necessary to obtain a specific brightness levels. In the experiment two types of glass and three types of Phosphor: for 

each combination the current was observer 3 times. The data are shown in the table: 

 

 

  

  

 

Of course, we first want to test whether the observed differences in Current are statistically different. If this question is 

answered affirmatively we will have to determine which of the Glass/Phosphor combinations is the most favorable.  ∎ 

In the example we have two factors with a possible effect and respectively 2 and 3 levels of the factors: the effects are 

𝛼1 and 𝛼2 and 𝛽1, 𝛽2 and 𝛽3 respectively. Assuming that the effects of both factors (for any combination of 

“treatments”) can be added, we may state as a first two factor model:  

    the current  𝒀 = 𝝁 + 𝜶𝒊 + 𝜷𝒋 + 𝜺, where 𝛼1 + 𝛼2 = 0 and 𝛽1 + 𝛽2 + 𝛽3 = 0 and for the observations the  

                                                                     errors (disturbances) 𝜀 are assumed independent and all 𝑁(0, 𝜎2).  

This model can (must) be refined if apparently the combined effect of specific Glass- and Phosphor-combinations is 

not simply the addition of the two effects. In that case an interaction component 𝛾𝑖𝑗 should be added to the model. In 

practice we will start with this extended model and one of the aims is to simplify it, if possible. 

Definition 3.3.8 The two factor model with interaction  

                       𝒀 = 𝝁 + 𝜶𝒊 + 𝜷𝒋 + 𝜸𝒊𝒋 + 𝜺, 𝑖 = 1,2, … , 𝑘 and 𝑗 = 1, 2, … , 𝑙,   where: 

                       ∑ 𝛼𝑖
𝑘
𝑖=1 = 0 , ∑ 𝛽𝑗

𝑙
𝑗=1 = 0 , ∑ 𝛾𝑖𝑗 = 0𝑖  for each 𝑗  and  ∑ 𝛾𝑖𝑗 = 0𝑗  for each 𝑖 

                       and for the observations the errors (disturbances) 𝜀 are assumed independent and all 𝑁(0, 𝜎2). 

 

Note that for each combination of levels the expected value (𝑌) = 𝜇𝑖𝑗 = 𝜇 + 𝛼𝑖 + 𝛽𝑗 + 𝛾𝑖𝑗. 

 

Similar to the single factor model a sum of squares identity can be derived. We will not give the definitions but it has 

the following shape: 

𝑆𝑆(𝑇𝑜𝑡𝑎𝑙) = 𝑆𝑆(𝐴) + 𝑆𝑆(𝐵) + 𝑆𝑆(𝐼𝑛𝑡𝑒𝑟𝑎𝑐𝑡𝑖𝑜𝑛) + 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠), 

with related numbers of degrees of freedom:  

𝑘𝑙𝑛 − 1 = (𝑘 − 1) + (𝑙 − 1) + (𝑘 − 1)(𝑙 − 1) + 𝑘𝑙(𝑛 − 1) 

The mean squares are the quotients of each 𝑆𝑆 and the corresponding number of degrees of freedom.  

For example, if we want to test on 𝐻0: 𝛾𝑖𝑗 ≡ 0 we can use an F-test on this subset of the coefficients, as described in 

property 3.2.8. We will not go into the mathematical details of the analysis of the two factor model, but will give the 

result of SPSS for the data in example 3.3.7. 

 

Example 3.3.9  Entering the data in a SPSS-file where for each observation in the second column the Glass-level is 

given and in the third column the Phosphor-level as follows (switching columns and rows): 

 

Current 280 290 285 300 310 295 290 285 290 230 235 240 260 240 235 220 225 230 

Glass 1 1 1 1 1 1 1 1 1 2 2 2 2 2 2 2 2 2 

Phosphor 1 1 1 2 2 2 3 3 3 1 1 1 2 2 2 3 3 3 

 
Applying the menus Analyze -> Generalized linear models -> Univariate we found the following output-table: 

  Phosphor 

  Type 1 Type 2 Type 3 

Glass 
Type 1 280   290   285 300   310   295 290   285   290 

Type 2 230   235   240 260   240   235 220   225   230 



 
 Tests of Between-Subjects Effects 
 
                                    Dependent Variable: Current to obtain brightness level  

Source Type III Sum of Squares df Mean Square F Sig. 

Corrected Model 15516,667(a) 5 3103,333 58,800 ,000 

Intercept 1248200,000 1 1248200,000 23650,105 ,000 

Glass 14450,000 1 14450,000 273,789 ,000 

Phosphor 933,333 2 466,667 8,842 ,004 

Glass * Phosphor 133,333 2 66,667 1,263 ,318 

Error 633,333 12 52,778     

Total 1264350,000 18       

Corrected Total 16150,000 17       

                                  a  R Squared = ,961 (Adjusted R Squared = ,944) 

 

The reported 𝑅2 shows a high proportion “by the model explained variation”. Considering the p-values of the F-test 

one can conclude the following: 
- The F-test on all possible factors (Glass, Phosphor and Interaction) has a p-value < 0.0005: at least one effect 

is significant. 

- Similar conclusions can be given w.r.t. the significance of the Glass factor (p-value < 0.0005) and the 

Phosphor factor (p-value = 0.004), but not for the interaction component (p-value = 31.8%). 

One might cancel the interaction component from the model, especially if the model without interaction shows an 

adjusted 𝑅𝑎𝑑𝑗
2  which is larger than the reported 94.4% for the model with interaction.                                                  ∎ 

 

Transfer of the Two Factor ANOVA model with interaction into a linear regression model  
Distinguishing the 𝑘 levels of the first factor, we need 𝑘 − 1 dummy variables and similarly 𝑙 − 1 dummy variables 

for the second factor. The interaction component can be redefined in the linear regression model,  using (𝑘 − 1)(𝑙 −
1) dummy variables for the relevant 𝑥𝑖 ∗ 𝑥𝑗, where 𝑖 and 𝑗 relate to the levels 2, … , 𝑘 of the first factor and the levels 

2, … , 𝑙 of the second factor. This illustrated for the data in the example 3.3.9, where 𝑘 = 2 and 𝑙 = 3. 
 

Example 3.3.10 

Introduce the dummy variables as follows: 𝑥1 = 1 if Glass-type = 2 (else 𝑥1 = 0). 
                                                                     𝑥2 = 1 if Phosphor-type = 2 (else 𝑥2 = 0). 
                                                                     𝑥3 = 1 if Phosphor-type = 3 (else 𝑥3 = 0). 
                                                                     𝑥4 = 𝑥1 ∗ 𝑥2  (else 𝑥4 = 0). 
                                                                     𝑥5 = 𝑥1 ∗ 𝑥3  (else 𝑥5 = 0). 
The total number of variables is (𝑘 − 1) + (𝑙 − 1) + (𝑘 − 1)(𝑙 − 1) = (2 − 1) + (3 − 1) + 1 × 2 = 5. 

The following information should be entered in an SPSS-file (each row is a column in SPSS): 

 

Current 280 290 285 300 310 295 290 285 290 230 235 240 260 240 235 220 225 230 

x1 0 0 0 0 0 0 0 0 0 1 1 1 1 1 1 1 1 1 

x2 0 0 0 1 1 1 0 0 0 0 0 0 1 1 1 0 0 0 

x3 0 0 0 0 0 0 1 1 1 0 0 0 0 0 0 1 1 1 

x4 = x1*x2 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 0 0 0 

x5 = x1*x3 0 0 0 0 0 0 0 0 0 0 0 0 0 0 0 1 1 1 

 

Linear regression model: 𝑌 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + 𝛽3𝑥3 + 𝛽4𝑥1 ∗ 𝑥2 + 𝛽5𝑥1 ∗ 𝑥3 +  𝜀, 

                                  where the 𝑗 ∙ 𝑘 ∙ 𝑛 = 2 ∙ 3 ∙ 3 = 18 errors are independent and all 𝑁(0, 𝜎2)-distributed. 

The following output is found (Analyze -> Regression -> Linear): 



 

 
 

 
 

 
Model Summary 

 

Model R R Square 
Adjusted R 

Square 
Std. Error of 
the Estimate 

1 ,980(a) ,961 ,944 7,265 

a  Predictors: (Constant), x1*x3, x1*x2, Phosphor type 3 (x3), Phosphor type 2 (x2), Glass type 
 

From these tables we can conclude the following: 

1. ANOVA-table: the 𝐹-test on 𝐻0: 𝛽𝑖 = 0  (𝑖 = 1, . .5) against the alternative shows the same value 58.800 and the 

same p-value 0.000 as the 𝐹-test on 𝐻0: 𝛼𝑖 = 0 for the Analysis of Variance version: at least one variable (one of 

the factors or interaction) is significant. 

2. Considering the 𝑡-tests on individual coefficients in the coefficients-table, there are 3 variables that might be 

superfluous: 𝑥3 (difference in effect of Phosphor types 1 and 3) and both interaction variables do not have 

coefficients that deviate significantly from 0 at a 5%-level. Further investigation must reveal whether one or more 

of these variables can be cancelled, simplifying the model. 

3. 𝑅2 = 96.1% is large: the model has predictive power. 𝑅𝑎𝑑𝑗
2 = 0.944. 

If we want to test whether the interaction components in the model can be cancelled, we should apply the 𝐹-test on 

𝐻0: 𝛽4 = 𝛽5 = 0 but then we need to compare two models: the one with interaction (tables above) and the one without 

interaction, with three variables 𝑥1, 𝑥2 and 𝑥3 (the “0-model”). ANOVA-table of the latter model: 

ANOVAb

15516,667 5 3103,333 58,800 ,000a

633,333 12 52,778

16150,000 17

Regression

Residual

Total

Model

1

Sum of

Squares df Mean Square F Sig.

Predictors: (Constant), x1*x3, x1*x2, Phosphor type 3 (x3), Phosphor type 2 (x2),

Glass type

a. 

Dependent Variable: Current to obtain brightness levelb. 

Coefficientsa

285,000 4,194 67,949 ,000

-50,000 5,932 -,835 -8,429 ,000

16,667 5,932 ,262 2,810 ,016

3,333 5,932 ,052 ,562 ,584

-6,667 8,389 -,083 -,795 ,442

-13,333 8,389 -,166 -1,589 ,138

(Constant)

Glass type

Phosphor type 2 (x2)

Phosphor type 3 (x3)

x1*x2

x1*x3

Model

1

B Std. Error

Unstandardized

Coefficients

Beta

Standardized

Coefficients

t Sig.

Dependent Variable: Current to obtain brightness levela. 



  
Using the property 3.2.8 the test can be conducted with the value of the test statistic:   

𝐹 =

[𝑆𝑆0(𝐸𝑟𝑟𝑜𝑟𝑠) − 𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)]
𝑘 − 𝑚

𝑆𝑆(𝐸𝑟𝑟𝑜𝑟𝑠)
𝑛 − 𝑘 − 1

=
(766.667 − 633.333) 2⁄

633.333/12
≈ 1.263, 

 which has a 𝐹𝑛−𝑘−1
𝑘−𝑚 = 𝐹12

2 distribution under 𝐻0, so that the rejection region for α = 5% is 𝐹 ≥ 3.89. 

Note that this is the same observed value of F as mentioned in the “Between subjects” table in 3.3.9 (Glass*Phosphor).  

Conclusion: the cancelling of the interaction components is not rejected at a 5% level: we might cancel the interaction 

terms from the model. In the output 𝑅𝑎𝑑𝑗
2 = 0.942 , which is slightly less than 𝑅𝑎𝑑𝑗

2 = 0.944 for the model with 

interaction (suggesting that we could maintain the interaction components. 

Further investigation reveals that cancelation of 𝑥3 (besides interaction) is supported at a 5%-level (p-value of the 𝑡-

test is 44.8%) and the model with only variables 𝑥1 and 𝑥2 has a 𝑅𝑎𝑑𝑗
2 = 0.944, suggesting that the simplified model 

with only variables  𝑥1 and 𝑥2 is preferable.                                                                                                                     ∎ 

Of course, one should also check the model assumptions on which we base on our statistical conclusions, such as: 

1. Equal variances: all 𝑘 × 𝑙 random samples should have equal variances: one can check whether there are large 

differences in variation, considering the sample variances (use the means menu in SPSS). 

2. Normality-assumption: for all observations the residuals can be determined:  

residual = 𝑦𝑖𝑗𝑘 − 𝑦
𝑖𝑗 ∙

 observed value for level combination (𝑖, 𝑗) minus the mean of the observations in (𝑖, 𝑗). 

The QQ-plot of the residuals should show roughly a straight line 𝑦 = 𝑥.  

The theory presented above can be extended: of course, equal sample sizes is not necessary, but only makes notation 

more complicated (analysis remains roughly the same). Furthermore 3 or more factors are possible, but it should be 

taken into account that interaction is not only possible for each pair of factor levels, but also for a threesome of factor 

levels. And, as mentioned in note 3.3.6 random instead of fixed factors can be used.  

 

3.4  Exercises 

Simple linear regression 

Exercise 1 

For a population of families we observed 

the yearly income ( x ) and the amount ( y ) 

spend on food of a random sample of 16 of 

these families.  

 

The following output (SPSS) is available: 

 

ANOVAb

15383,333 3 5127,778 93,638 ,000a

766,667 14 54,762

16150,000 17

Regression

Residual

Total

Model

1

Sum of

Squares df Mean Square F Sig.

Predictors: (Constant), Phosphor type 3 (x3), Glass type, Phosphor type 2 (x2)a. 

Dependent Variable: Current to obtain brightness levelb. 

Family Income  

( x ) 

Spending 

( y ) 

 Family Income  

( x ) 

Spending 

( y ) 

1 55 25  9 57 28 

2 58 30  10 47 24 

3 56 24  11 58 27 

4 61 31  12 50 23 

5 58 27  13 54 26 

6 61 29  14 64 28 

7 56 24  15 59 26 

8 50 21  16 52 23 



ANOVA 

 Sum of Squares df Mean Square F 

Regression 71.616 1 71.616 22.590 

Residual 44.384 14 3.170  

Total 116.000 15   

 

Coefficients 

 B Std. Error T 

(constant) -0.916 --- --- 

INKOMEN 0.481 0.101 4.753 

 

 

a. State the proper linear regression model for these observations. 

b. Give estimates of the parameters 10 ,  and 
2 . 

c. Compute the correlation coefficient r. 

d. Determine a 95%-confidence interval for 1 . 

e. Use a suitable test to check whether there is really a relation between Income and Spending on food.  

Use a significance level 1% and the 8 steps testing procedure.  

 

Exercise 2 

During a year the turnover in beer 15 English pubs was observed (in hl). On the basis of the Autumn+Winter turnover 

(x) the brewery wants to predict the Spring+Summer turnover (y). A plot of the data and some SPSS-output is 

provided. 

 

ANOVA 

 Sum of Squares df Mean Square F 

Regression 84134.94 1 84134.94 142.59 

Residual 7670.40 13 590.03  

Total 91805.34 14   

 

Coefficients 

 B Std. Error T 

(constant) -11.489 --- --- 

Autumn+Winter 0.98737 0.08269 11.94 

 

 

Additional information: the sample mean and the sample standard deviation of x  are 156.88 and 78.51, resp. 

a. State the simple linear regression model for this situation. 

b. Determine the estimated regression line. 

c. Determine the determination coefficient (
2R ) and comment on the numerical result. 

d. Determine the prediction of the Spring+Summer turnover of a pub with a 140 hl Autumn+Winter turnover. 

e. Determine a 95%-prediction interval of the Spring+Summer turnover of a pub with a 140 hl Autumn+Winter  

turnover. 

f. Suppose that in a pub the Autumn+Winter turnover is 140 hl. For the Spring+Summer period 140.62 hl is ordered. 

Can we be 95% confident that this quantity is sufficient for the Spring/Summer period? Motivate!  

 

Exercise 3 

A company produces sheets of steel (‘cold reduced’) and wants to know the (mean) hardness (Rockwell 30-T) of a 

sheet of steel as function of the annealing temperature. Ten trials have been done to estimate this, these resulted in the 

following values for the annealing temperature (𝑥, unit: 1000 degrees Fahrenheit) and hardness (𝑦). 

 

  

Scatter diagram and computer output (SPSS) are as follows: 

 1 2 3 4 5 6 7 8 9 10 

𝑥 1.05 1.20 1.25 1.30 1.30 1.00 1.10 1.20 1.40 1.40 

𝑦  79.2 64.0 55.7 56.3 58.6 84.3 70.4 61.3 51.3 49.8 
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a. Give the estimates �̂�0 and �̂�1. (Use the 

computer output.) 

b. Give a formula for the ‘standard error’ 𝑠𝑒(�̂�1).  

Which parameter/expression is estimated by the standard errors? 

c. What is the estimate of  𝜎2(= 𝑣𝑎𝑟(𝜀) )? (Use again the computer output.) 

d. Compute the 95% confidence interval of 𝛽1, assuming the model of simple linear regression . 

e. Apply a statistical test in order to prove the dependence of the hardness 𝑦 on the predictor variable 𝑥. Use level 

of significance 𝛼 = 5% and use the scheme of 8 steps of a testing procedure. 

f. In simple linear regression residuals are defined by 

𝜀̂ = 𝑦 − �̂�0 − �̂�1𝑥.  

With the residuals 𝜀̂ = 𝑦 − �̂�0 − �̂�1𝑥 one is 

estimating the independent disturbances 𝜀, which 

stand for the unpredictable (unexplainable) part of 

the observations (measurements) 𝑦. This means that 

the scatter plot of the residual versus 𝑥 should show 

only chaos, no pattern. Verify this, the scatter plot is 

the following. 

 

Exercise 4 

Assume the model of simple linear regression. Only very 

rarely it is useful to remove the constant 𝛽0 from the 

model.  

a. Suppose that 𝛽0 has been removed from the model. 

Show that the least squares estimate �̂�1 is not given 

by  �̂�1 = ∑ (𝑥𝑖 − �̅�)𝑦𝑖𝑖 ∑ (𝑥𝑖 − �̅�)2
𝑖⁄ , but given by       �̂�1 = ∑ 𝑥𝑖𝑦𝑖𝑖 ∑ 𝑥𝑖

2
𝑖⁄  . 

b. The new estimate �̂�1 = ∑ 𝑥𝑖𝑦𝑖𝑖 ∑ 𝑥𝑖
2

𝑖⁄  does not have variance  𝜎2 ∑ (𝑥𝑖 − �̅�)2
𝑖⁄ .  

Establish a formula for the true variance of the new estimate and verify that this true variance is smaller than 

𝜎2 ∑ (𝑥𝑖 − �̅�)2
𝑖⁄  (in general). 

 

Multiple Linear Regression 
Exercise 5 

Data were collected in an investigation of environmental causes of disease. They show he annual mortality rate per 

100 000 for males, averaged over the years 1958-1964, and the calcium concentration (in parts per million) in the 

drinking water supply for 61 large towns in England and Wales. (The higher the calcium concentration, the harder the 

water). 

A variable north is defined by north 1  if the town is at least as far north as Derby, otherwise north 0 .  

We apply (multiple) regression with mortality as dependent variable. The predictor variables are calcium 

(concentration) and north. (A part of) the computer output (SPSS) is the following: 

Model Sum of Squares df Mean Square F Sig. 

1 

Regression 1130,371 1 1130,371 123,879 ,000b 

Residual 72,998 8 9,125   

Total 1203,369 9    

a. Dependent Variable: y     b. Predictors: (Constant), x 

Model Unstandardized Coefficients t Sig. 

B Std. Error 

1 
(Constant) 162,281 8,963 18,106 ,000 

x -81,304 7,305 -11,130 ,000 



ANOVA 

 Sum of Squares df Mean Square F 

Regression 1248317.8 2 624158.905 41.858 

Residual 864855.86 58 14911.308  

Total 2113173.7 60   

 

 

  

                        

a. Investigate for each predictor variable whether the predictor variable really contributes to the 

prediction/explanation of the dependent variable mortality, in addition to the other predictor variable.  Apply a 

statistical test. Use level of significance 5% and use the scheme of 8 steps of a testing procedure. 

b. In a number of textbooks about regression it is advised to start a statistical regression analysis by testing firstly the 

null hypothesis 0...: 210  kH   (here 2k ) in order to check whether there is any predictable 

power within the predictor variables. Conduct the appropriate 

statistical test. Use level of significance 5% and use the 

scheme of 8 steps of the testing procedure. 

c. In the next scatter plot the standardized residuals and the 

predicted values �̂� = �̂�0 + �̂�1𝑐𝑎𝑙𝑐𝑖𝑢𝑚 + �̂�2𝑛𝑜𝑟𝑡ℎ are 

plotted. Judge this residual plot. Does the model fit the data 

well? 

d. Compute 𝑅𝑎𝑑𝑗
2 . What does this value mean regarding the 

strength of the relationship? 

 

 

 

 

Exercise 6 

We return to the data of exercise 3. Judging the residual plot there may be some doubt about the model, doubt about 

the linear relationship.  

The question is whether we can improve the model of simple linear regression by extending this model to a model of 

quadratic regression. In case of quadratic regression the model is as follows:  

𝑌 = 𝛽0 + 𝛽1𝑥 + 𝛽2𝑥2 + 𝜀 , 

with independent disturbances 𝜀 that are 𝑁(0, 𝜎2)-distributed. (Quadratic regression here is thus multiple regression 

with 𝑘 = 2 predictor variables, with the second predictor variable being the square of the first one.)  

Using SPSS we obtained the following output: 

 

ANOVAa 

Model Sum of 

Squares 

df Mean Square F Sig. 

1 

Regression 1174,218 2 587,109 140,982 ,000b 

Residual 29,151 7 4,164   

Total 1203,369 9    

a. Dependent Variable: y 

b. Predictors: (Constant), xsquared, x 

 

Coefficients 

 B Std. Error T 

(Constant) 1518.726 41.335 36.742 

Calcium -2.034 0.483 -4.212 

North  176.711 36.891 4.790 
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Coefficientsa 

Model Unstandardized 

Coefficients 

Standardized 

Coefficients 

t Sig. 

B Std. Error Beta 

1 

(Constant) 352,023 58,787  5,988 ,001 

x -399,594 98,215 -4,763 -4,069 ,005 

xsquared 131,898 40,648 3,799 3,245 ,014 

a. Dependent Variable: y 

                             (‘xsquared’ stands for 𝑥2) 

 

a. Apply a (statistical) test to find out 

whether quadratic regression fits the 

data better. Use level of significance 

𝛼 = 5% and use the scheme of 8 

steps of a testing procedure. 

b. See next residual plot for a residual 

plot of the model of quadratic 

regression.  

Judge this plot. Does the model fit the 

data well, now? 

c. p-values are reported in the column 

‘Sig.’ of the computer output.  

Conduct the test of question a. again, 

now using the relevant p-value for 

deciding whether the null hypothesis 

has to be rejected.                                                                                      

 

Exercise 7 

Do we need to reject the null hypothesis in case of 𝛼 = 1%? 

The sales manager of an American company that sells hotels and restaurants, is interested in the relation between the 

monthly sales 𝑌 (in 10 000 dollars) and the predictor variables advertisement costs 𝑥1  (in 1000 dollars) and the 

number of sales representatives (𝑥2).  Data have been collected for 12 randomly chosen regions. We use the following 

model: 

𝑌 = 𝛽0 + 𝛽1𝑥1 + 𝛽2𝑥2 + 𝛽3𝑥1 × 𝑥2 + 𝜀 , 

                    with independent disturbances 𝜀 that are 𝑁(0, 𝜎2)-distributed. 

      Computer output (only a part) is as follows: 

 

 

 

 

 

 

a. The term 𝛽3𝑥1 × 𝑥2 is called ‘interaction’. Verify that, in case we fix the value of 𝑥2  the dependent variable 𝑌 

depends on 𝑥1 in a linear way but this linear relationship depends on 𝑥2 because of the interaction 𝛽3𝑥1 × 𝑥2. In 

the previous sentence we may switch the roles of 𝑥1 and 𝑥2. 

Variables in the equation 

Variables coefficient Std. error T 

Intercept 14.9600 

  

𝑥1 1.5321 0.5910 ? 

𝑥2 −0.4323 1.7964 ? 

𝑥1 × 𝑥2 −0.0553 0.1554 ? 

Analysis of Variance 

 df SS MS F 

Regression ? 92.110 ? ? 

Residual ? 3.627 ?  

total ? ?   



b. Copy the ANOVA  table  and replace all signs ‘?’ by the relevant numbers.  Compute the numbers 𝑇 which 

belong to the second part op the output. 

c. Predict 𝑌 in case of  𝑥1 = 12 and 𝑥2 = 3. (No prediction interval is required.) 

d. Repeat question 𝑐 again, now with 𝑥1 = 12 and 𝑥2 = 4. The prediction turns out to be smaller. Try to explain this 

phenomenon. 

e. Compute the 95% confidence interval of 𝛽2 . 

f. Apply a test in order to investigate whether interaction really contributes to the model. Use level of significance 

𝛼 = 5% and use the scheme of 8 steps of a testing procedure. 

g. Can you conclude that the predictor variable 𝑥2 does not contribute to the prediction/explanation of the dependent 

variable in addition to 𝑥1? Considering the computer output, do you need more information (additional computer 

output)? 

h. The information presented in this exercise, is very limited for a statistical analysis. Which additional information 

would be very helpful for analysing the data?  

 

Analysis of variance 

Exercise 10 

In 2009 the results of an experiment involving a storage battery used in the launching mechanism of a shoulder-fired 

ground-to-air missile were presented. Three materials can be used to make the battery plates. The objective is to 

produce a battery that is relatively unaffected by the ambient temperature. The observed output response is the 

effective life in hours. Three temperatures were selected and a factorial experiment with four replicates is run. The 

data are as follows:    

 

 

 

a. Analyze these data using Analysis of Variance by entering them in an SPSS-file: in the first column the observed 

Life, in the second and third column using the following coding: 

- factor Material: Use for materials 1, 2, 3 the codes 0, 1, 2  

            (go to “Variable view” to give proper name, number of decimals and values). 

- factor Temperature: Low, Medium and High are coded with 0, 1 and 2 as well.  

       1. Give the two factor Analysis of Variance model with interaction we are applying 

           (including the range of indices) 

Run the analysis of variance: Analyze -> General linear Models -> Univariate. 

Consider the output and decide at a 5% level of significance whether (if necessary, compare to example 3.3.9)  

      2. At least one of the factors or the interaction is relevant for the model. 

      3. The interaction can be canceled from the model. 

      4. Whether factor “Material” is relevant. 

      5. Whether the factor “Temperature” is relevant. 

b. Give the alternative linear regression model for this problem, defining all necessary independent variables 𝑥𝑖 

(compare, if necessary, to the approach described in example 3.3.10).  

Enter the proper values of all independent variables 𝑥𝑖 in the SPSS-file and run the linear regression menu.  

1. Check that the 𝐹-test on the coefficients of all variables 𝑥𝑖 has the same result as in part a. 

2. Use the coefficients-table to assess whether each of the levels of the factors and the interaction is relevant to 

     the model (use α = 5%), given all other variables in the model.  

3. Conduct the 𝐹-test on the interaction variables to assess whether at least one of these variables is significant. 

    To that end you will have to run SPSS twice, once with the full two factor model and once without the  

    interaction (See the similar approach in example 3.3.10). Compare the result to the result question a.5. 

  Temperature 

  Low Medium High 

 

Material 

1 130  155    74  180  34    40   80    75   20   70   82   58  

2 150  188  159  126 136  122 106  115   25   70   58   45 

3 138  110  168  160 174  120 150  139  96  104   82   60 


